Pattern Recognition 138 (2023) 109424

journal homepage: www.elsevier.com/locate/patcog

Contents lists available at ScienceDirect

Pattern Recognition

ThumbDet: One thumbnail image is enough for object detection n

Yonggiang Zhang®!*, Yin Zhang®!, Rui Tian? Zian Zhang? Yancheng Bai
Wangmeng Zuo®, Mingli Ding?

Check for
updates

aSchool of Instrumentation Science and Engineering, Harbin Institute of Technology, Harbin 15001, China
bSchool of Computer Science and Technology, Harbin Institute of Technology, Harbin 15001, China
CInstitute of Software, Chinese Academy of Sciences, Beijing 100053, China

ARTICLE INFO

Article history:

Received 19 July 2022

Revised 17 December 2022
Accepted 12 February 2023
Available online 14 February 2023

Keywords:

Object detection
Down-sampling network
Knowledge distillation

ABSTRACT

Computer vision fields have witnessed great success thanks to deep convolutional neural networks
(CNNs). However, state-of-the-art methods often benefit from large models and datasets, which introduce
heavy parameters and computational requirements. Deploying such large models in real-world applica-
tions is very difficult because of the limited computing resources. Although many researchers focus on
designing efficient block structures to compress model parameters, they ignore that the role of large-scale
input images is also an important factor for algorithm efficiency. Reducing input resolution is a useful
method to boost runtime efficiency, however, traditional interpolation methods assume a fixed degrada-
tion criterion that greatly hurts performance. To solve the above problems, in this paper, we propose a
novel framework named ThumbDet for reducing model computation while maintaining detection accu-
racy. In our framework, we first design an image down-sampling module to learn a small-scale image
that looks realistic and contains discriminative properties. Furthermore, we propose a distillation-boost
supervision strategy to maintain the detection performance of small-scaled images as the original-size in-
puts. Extensive experiments conducted on a standard object detection dataset MS COCO demonstrate the
effectiveness of the proposed method when using very low-resolution images (i.e. 4x down-sampling)
as inputs. In particular, ThumbDet achieves satisfactory detection performance (i.e. 32.3% in mAP) while
drastically reducing computation and memory requirements (i.e. speed up of 1.26x), outperforming the

traditional interpolation methods (e.g. bicubic) by +3.2% absolutely in terms of mAP.

© 2023 Elsevier Ltd. All rights reserved.

1. Introduction

In recent decades, deep convolutional neural networks (CNNs)
have led to a series of breakthroughs in high level vision tasks,
such as object detection [1-3], semantic segmentation [4,5] and
human pose estimation [6,7], etc. . With the rapid development of
hardware devices (e.g. GPUs), excellent performance is achieved by
training deep/wide networks with large-scale images, which usu-
ally introduces high computation and memory requirements. Thus,
such a deep model is difficult to apply on the computing limited
hardware devices (e.g. mobile phones) in real-world applications

To run deep networks in real-time, some methods are proposed
to accelerate and compress deep models [8,9]. Most of them fo-
cus on compressing deep models into a shallow (with fewer lay-
ers) network or designing efficient blocks to reduce network pa-
rameters, but they neglect a fact that the large-scale input image
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is also an important factor in memory consumption and overall
complexity. In the task of classification, some works are proposed
to recognize objects on thumbnail images (> 4x down-sampled
images), and a comparable Top-1 accuracy is achieved compared
with the original-size images. As reported in SimMIM [10] (in the
3rd row of Table 1), when the scale of the input image is re-
duced by 16 times, the Top-1 accuracy is almost unchanged (drops
from 82.8% to 82.7%). However, we found that reducing input im-
age resolution achieves poor performance in the object detection
task. For example, in the recent transformer-based object detection
method Deformable-DETR [11], its mean average precision (mAP)
drops from 43.8% to 35.3% when the input image is down-sampled
by a factor of 2, and even detection failures occur when the down-
sampled factor is > 4 (in the 6th row in Table 1). Actually, the rea-
son for this phenomenon can be deduced from the formula of im-
age degradation:

Iy = (org x k) |s +n (1)

where k and n indicate the degradation kernel and noise respec-
tively. The goal of Eq (1) is to obtain low-resolution images I;, from
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Table 1
Results of classification and object detection on different resolution images.
Ratio of inputs (Image size)  1/1 (192*192) 1/2 (96+96) 1/4 (48+48) 1/8 (24*24) 1/16 (12*12) 1/32 (6*6)
Top-1 acc(%) 82.8 82.8 82.7 82.8 82.7 823
Ratio of inputs (Image size)  1/1 (800*max=1333) 1/2 (400*max=667) 1/4 (200*max=333) 1/8 (100*max=167) 1/16 (50*max=83) 1/32 (25*max=42)
mAP(%) 43.8 353 0 0 0 0

original large-scale images Iog through down-sampling operation
Js. Most existing methods use an ideal down-sampling process
that assumes the kernel is known and fixed, so the distribution
between low-resolution images and original large-scale images is
different. Therefore, it is not surprising that such low detection re-
sults are obtained on low-resolution images I;, obtained by down-
sampling methods. In addition, since these down-sampling images
have some artifacts, they are often inadequate for machine percep-
tion [12].

To overcome the above mentioned problems, in this paper,
we propose a novel object detection framework named Thumb-
Det from a new perspective to reduce the computation of deep
networks. Our main motivation is to explore i) how to obtain a
thumbnail image that removes the redundant information in the
original-size image but contains key information for object de-
tection, while making the distribution of low-resolution images is
similar to the original large images; ii) how to maintain the per-
formance of a low-resolution image as its high-resolution counter-
parts, making it possible to deploy deep networks on mobile de-
vices in practical applications.

Specifically, for motivation i), inspired by some super-resolution
algorithms[13-15], we design an online image down-sampling
module to obtain a thumbnail image. Instead of generating low-
resolution images with an ideal degradation criterion, we utilize
CNNs to generate thumbnail images from original images in a su-
pervised manner. The online image down-sampling module is re-
liably trained by exploring supervised image down-scaling, knowl-
edge distillation, and object detection simultaneously, which en-
sures the small-sized images look realistic and contain discrim-
inative properties, and thus making it possible to replace their
original-size counterparts for reliable object detection. Finally, the
generated thumbnail images replace the original-size images and
are fed into the subsequent network for object detection.

For motivation ii), we propose a distillation-boost supervi-
sion strategy [16] to maintain the detection performance of low-
resolution images as high-resolution counterparts. This strategy
not only enables the network with low-resolution inputs to obtain
some prior knowledge and similar features with the network of
high-resolution images, but it can also accelerate the network with
low-resolution images as inputs (i.e. inference network). In detail,
a teacher network is trained with the input of original-size im-
ages, which is frozen and used to guide the training of the student
network with small-size inputs under the supervision of logit loss
and feature map distillation loss. Moreover, different from other
DETR-like detectors in which the output of the decoder is sent to
feed forward networks (FFNs) for direct prediction, we propose a
Query Filter algorithm to remove some redundant queries before
logit distillation for reducing computation and further improving
detection performance.

Note that the training process of ThumbDet is separated into
two stages: 1) image down-sampling stage and 2) prior informa-
tion transfer stage. Moreover, it should be emphasized that the
image down-sampling module is not discarded during the second
stage. It is trained together with other losses of Deformable-DETR
[11], which includes the classification loss and bounding box loss
for the whole process of ThumbDet. These losses guide the down-
sampling module to generate small-sized images that look realis-
tic and contain discriminative properties, making it possible to re-

place their original-size counterparts for reliable object detection.
The details of the training strategy are described in Section 3.5.

With this fascinating structure, the model is more computation-
ally efficient in the inference stage compared to using large-scale
images as inputs, because the generated thumbnail images can re-
move some redundant information in large-scale images. In addi-
tion, the rich knowledge of the large-scale image trained teacher
is transferred to the low-resolution student, resulting in satisfac-
tory performance on low-resolution images (the red points shown
in Fig. 1).

For object detection, ThumbDet is a generic and
implementation-friendly method of model compression and
acceleration, that can not only address the limitations of net-
work compression in simplicity and universality, but also achieve
impressive performance on thumbnail images. Moreover, the well-
trained image down-sampling module obtained by ThumbDet can
be used in other high-level tasks (e.g. segmentation, human pose
estimation, etc.) in practical applications. To sum up, this paper
makes the following main contributions:

(1) A novel object detection framework named ThumbDet is
proposed from a new perspective to reduce the computation of
deep networks. Unlike traditional methods that compress the net-
work by reducing its parameters or parameter-incurred computa-
tions, we first learn a small-scale image in a supervised manner,
and then use the generated thumbnail image as inputs without
changing the network structure to significantly reduce the compu-
tation and memory consumption.

(2) We design an image down-sampling module that takes
full advantage of the powerful feature extraction capabilities of
CNNs to generate a thumbnail image from the original image.
The thumbnail image is obtained under the supervision of image
down-scaling, knowledge distillation, and object detection losses,
leading the small-size image looks realistic and contains discrim-
inative properties, which make it possible to replace the original-
size counterparts for reliable object detection. Experiments demon-
strate that our down-sampling module is better than bicubic inter-
polation in object detection on small-size images.

(3) A distillation-boost supervision strategy is proposed to
maintain the detection performance of thumbnail images as the
original-size inputs. A teacher network is trained with the input of
original-size images, which is frozen and used to guide the training
of the student network with small-sized inputs under the supervi-
sion of the logit distillation loss and feature map distillation loss.
Moreover, we propose a Query Filter algorithm to remove redun-
dant queries before logit distillation for reducing computation and
further improving the detection performance.

(4) ThumbDet is a generic and implementation-friendly frame-
work that can be integrated into any object detection archi-
tecture. Extensive experiments conducted on MS COCO dataset
show that our method can drastically reduce computation and
memory requirements through input resolution reduction (i.e. 4x
down-sampling). Moreover, ThumbDet achieves satisfactory detec-
tion performance (i.e. 32.3% in mAP) while drastically reducing
computation and memory requirements (i.e. speed up 1.26x), out-
performing the traditional interpolation methods (e.g. bicubic) by
+3.2% absolutely in terms of mAP.

The rest of the paper is organized as follows. We review the re-
lated recent literature in Section 2. In Section 3, the detailed archi-
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tecture of our network for low-resolution object detection (Thumb-
Det) is presented, and the loss function of the proposed down-
sampling module and distillation-boost supervision strategy are
described in detail. In Section 4, we first show the main results of
our method with 2x and 4x down-sampling ratios. Then, we con-
duct ablation study analysis to validate the effectiveness of each
proposed component in our pipeline, and some experiments that
compared our method with previous state-of-the-arts are shown
on a widely used object detection dataset (i.e. MS COCO). Finally,
we show some visualization results on MS COCO val dataset. This
is followed by the conclusions and future work in Section 5.

2. Related work

Generic Object Detection. Object detection is a fundamental
task in computer vision. With the development of CNNs, object
detection has entered the era of deep learning, and impressive
performance has been achieved in recent years. Generally, exist-
ing deep object detection methods can be divided into three cat-
egories: two-stage [1,17-19], one-stage [20-23] and transformer-
based detectors [2,11,24,25]. Two-stage object detection methods
first generate thousands of candidate proposals and then perform
classification and localization based on these proposals, where R-
CNN [17] is the pioneering work that uses the deep neural network
for object detection. R-CNN generates about 2000 proposals by us-
ing the selective search algorithm, and then uses CNNs to learn the
representation of each proposal for classification and localization.
Then, fast-RCNN [18] designs ROI pooling to improve training and
testing speed while increasing the detection performance. Faster-
RCNN [1] replaces selective search with a Region Proposal Network
(RPN) to generate proposals and implements the object detection
task in an end-to-end manner. In contrast, one-stage object detec-
tion methods directly predict object categories and regress object
bounding boxes based on the inputted image regions or anchors,
where the famous works are YOLO [20], SSD [21], RetinaNet [22],
FCOS [23], etc. . For example, RetinaNet [22] proposes a focal loss
to solve the extreme imbalance of positive and negative samples
for one-stage object detection. FCOS [23] gets out of the limits of
anchors and directly predicts the distance of the point from the
left side, upper side, right side and lower side of the target at each
position of feature maps. DSLA [3] introduces a dynamic smooth
label assignment strategy based on FCOS to improve the quality of
localization.

Recently, a tremendous successful model in the field of natu-
ral language processing [26] has been introduced to computer vi-
sion [27], and a transformer-based detector named DETR [2] has
stepped into the spotlight. DETR is an anchor-free detector that
removes hand-designed components (e.g. non-maximum suppres-
sion procedure or anchor generation) and directly predicts a set
of objects by learnable queries with Hungarian bipartite match-
ing. Because DETR is a Transformer encoder-decoder architecture,
it still suffers from the slow convergence problem. To this end,
some DETR-like methods have attempted to speed up the train-
ing process of DETR. For instance, Deformable-DETR [11] designs
deformable attention modules with deformable convolution to re-
place the original attention modules, and these deformable atten-
tion modules only attend to a small set of key sampling points
around a reference, which mitigates the slow convergence prob-
lem of DETR. DAB-DETR [24] uses anchor boxes, i.e. 4D vectors (x,
¥y, w, h), as queries and updates them layer by layer to improve the
cross-attention computation. DN-DETR [25] proposes a novel de-
noising training method by adding noised ground-truth bounding
box to Transformer decoder to make bipartite matching easier.

Although great achievements have been made in object de-
tection, the impressive performance of existing deep models is
achieved based on large-scale images. Moreover, such deep mod-
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els have the problem of huge computation, making it is difficult to
apply them in computing limited hardware devices in real-world
applications. To overcome these problems, in this paper, we focus
on object detection on low-resolution images, which is a new per-
spective to reduce the computation of deep networks while main-
taining satisfactory detection performance.

Knowledge Distillation. Knowledge distillation (KD) [16] is a
model compression method that aims to guide a small student net-
work to learn knowledge from a large teacher network. In order
to make the student matching the softmax output of the teacher,
temperature 7 is used to soften the output logit of the teacher
network, and then KL-Divergence is used to minimize the logit be-
tween the teacher and student networks. FitNets [28] is the first
to mimic the intermediate layers feature of the teacher model as
hints to guide the student model. LightweightNet [29] designs an
efficient block to distill the knowledge of convolutional layers on
the basis of fully analyzing the network architecture.

Recently, knowledge distillation has been successfully applied
to object detection model compression and incremental learning
tasks, etc. . For the task of object detection, existing knowledge dis-
tillation methods generally fall into three categories: 1) logit dis-
tillation, 2) feature map distillation and 3) bounding-box regres-
sion distillation. For example, DKD [30] uses mathematical infer-
ence to demonstrate that the traditional logit KD loss is highly cou-
pled with target and non-target class knowledge distillation, and
then decouples it into two parts to provide a novel viewpoint of
logit distillation. FGD [31] proposes focal and global distillation to
force the student network to select crucial parts of features, and
rebuilds the relation between foreground and background to im-
prove the ability of feature distillation in object detection. [32] in-
troduces a new correlation distillation loss to select specific fea-
tures from three channels for optimizing the object detector regu-
larly. LD [33] switches the bounding box representation to a prob-
ability distribution and combines it with KL-Divergence for object
detection distillation.

In summary, these existing knowledge distillation methods use
large-scale images as inputs to distill the knowledge from a large
teacher network to a small student network, i.e. the architectures
of teacher and student networks are different. However, differ-
ent from the aforementioned methods, in this paper, we just use
the knowledge distillation strategy to maintain the object detec-
tion performance of thumbnail images as high as the large-scale
images. More specifically, we use the same network structure in
teacher and student networks, and the knowledge from the teacher
network using large-scale images as inputs is learned to guide the
training of the student network with generated thumbnail images.

Object Detection in degradation Images. For object detec-
tion, directly training the detection model on low-resolution im-
ages would suffer a tremendous performance drop when compared
with the performance of large-scale images. To tackle this prob-
lem, some works have confirmed that the pre-processing module
is effective in improving the accuracy on degraded images [12,34-
36|. For example, Wang et. al [34] attempt to solve the low-
resolution recognition problem by using a super-resolution pre-
training method. KGSNet [35] introduces a super-resolution net-
work to generate clear images that contain rich visual details for
small-scale and heavily occluded pedestrian detection. Restore-
Det [12] captures the dynamics feature by learning the degrada-
tion equivalent representation to detect objects on degraded im-
ages. Similarly, [37] designs a super-resolution detection network
that separates pedestrians from the blurred background to achieve
higher accuracy on pedestrian detection.

Furthermore, multi-scale training strategy is also a method
to improve detection performance on low-resolution inputs. SAN
[38] uses meta learners to generate the convolutional weights of
networks for various input scales. RS-Net [39] proposes a paral-
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Fig. 1. The results of object detection with different inputs at 2x and 4x down-
sampling rates. We show mAP and FPS results with images of original large-scale,
bicubic down-sampled and our down-sampled as inputs, where the green point
denotes the results of the original large-scale inputs (i.e. teacher model), the blue
point is the results of bicubic down-sampled images, and the red color is the results
of our proposed ThumbDet. Diamonds and triangles denote the 2x and 4x down-
sampling rate, respectively. From Fig. 1, we can see that our model is efficient while
maintaining a similar accuracy compared with original large-scale images. (For in-
terpretation of the references to colour in this figure legend, the reader is referred
to the web version of this article.)

lel training framework and a multi-resolution ensemble distillation
to maintain accuracy at different resolutions. Nevertheless, both of
these methods are for the task of image classification.

The above methods try to restore high-quality and high-
resolution images from low-resolution images (e.g. low-resolution,
occluded, noising images) by specific algorithms or introduce ef-
ficient block structures, and then perform object detection on the
restored images. In contrast, in this paper, we propose a novel ap-
proach to directly detect objects on thumbnail images, which can
reduce the model computation while maintaining the detection ac-
curacy.

3. Proposed method

In this section, we describe the details of the proposed thumb-
nail image detection network ThumbDet. First, we introduce the
pipeline and the overview of the proposed novel framework, as
shown in Fig. 2, and then we give a brief review of Deformable-
DETR. In addition, an image down-sampling module is proposed
for learning a thumbnail image that looks realistic and contains
discriminative properties. Finally, a distillation-boost supervision
strategy is used to maintain the detection performance of thumb-
nail images as the original-size inputs.

3.1. Overview of ThumbDet

To pursue higher detection accuracy, current works usually ex-
pand the depth of the network or use large-scale images to train a
deep model, which is difficult applied to real-world applications.
Moreover, reducing the inputted image resolution greatly dam-
ages the detection performance, as shown in Table 1. Inspired by
thumbnail image classification methods [40], we propose a novel
framework named ThumbDet that aims to solve the above prob-
lems, i.e. large memory costs and degraded detection performance
when using low-resolution images as inputs.

In this paper, we choose Deformable-DETR [11] as our baseline,
and a novel framework named ThumbDet is proposed to detect ob-
jects on the learned thumbnail images, which can greatly reduce
model computation while maintaining the detection performance.
The architecture of our method is shown in Fig. 2, and there are
two components in the proposed ThumbDet. The first component
is an image down-sampling module, which generates thumbnail
images by CNNs, thus containing discriminative properties corre-
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sponding to the original large-scale images. The second component
is a distillation-boost supervision strategy, in which the teacher
network is well trained from original large-scale images and the
student network architecture is exactly the same as the teacher ex-
cept a thumbnail image is used as the input. Moreover, we propose
a Query Filter algorithm to remove some redundant queries before
logit distillation for reducing computation and further improving
the detection performance. The overall loss functions include Lmm
loss that supervises thumbnail images to preserve discriminative
properties and look realistic with the original ones, L, and L
KD loss force the student network to mimic the feature map and
classification logit of the teacher, and L ., loss denotes the original
detection loss function.

3.2. Review of deformable-DETR

3.2.1. Deformable convolution

Traditional 2D convolution is limited by the fixed geomet-
ric structures of CNN modules, which makes it difficult to adap-
tively adjust the shape of objects. Deformable convolution net-
work [41] adds learnable offsets to each point of the receptive
field in the standard convolution. After offsets are learned via ad-
ditional convolutional layers, the receptive field is no longer a fixed
square, which can match the actual shape of objects, thus solving
the problem of weak adaptability to deformation.

3.2.2. Multi-scale Deformable Attention Module

The main contribution of Deformable-DETR is that multi-scale
deformable attention (MD.A) modules are used to replace multi-
head attention (M.A) modules for accelerating convergence of
models. Specifically, the multi-head attention module in Trans-
former [26] is calculated by :

M
MA =Y "Wa| > Ange - Wy (2)
m=1 ke

where x is the input feature and W,, is the learnable weight,
Amgk - W,/nxk means self-attention. m and Wy, denote the m;, head
in multi-head attention and the transformation matrix. And the
multi-scale deformable attention module in Deformable-DETR is
calculated by :

M K
MDA =" Wan| > Angic- WyuX(Pg + APig) (3)
m=1 k=1

where pg denotes a random point in 2D space and Apy,, denotes
the sampling offset of the k;; sampling point in the m, attention
head. The difference between these two formulas lies in two as-
pects: 1) in the M.A module, k € 2, means that all keys need to
be computed, but in the MDA module k € [1, K](K « HW) means
just need to consider a small number of keys; 2) in the M.4 mod-
ule, input feature x is fixed, but in the MDA module, p; and sam-
pling offset Ap,,, are added to obtain a new point of the fea-
ture map inspired by deformable convolution [41]. The above men-
tioned two changes could greatly mitigate the issue of slow con-
vergence.

3.2.3. Deformable-DETR

Deformable-DETR [11] is an efficient and fast-converging end-
to-end object detector. The whole detection process of Deformable-
DETR is similar to DETR [2]: A CNN backbone extracts feature
maps of an input image, and then the feature maps with posi-
tional encoding are sent to the Transformer encoder-decoder ar-
chitecture for transforming them to be the features of a set of
object queries. Finally, the prediction is computed by a feed for-
ward networks (FFNs). Deformable-DETR replaces all multi-head
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Fig. 2. Architecture of our ThumbDet. We propose a novel framework for conducting object detection on thumbnail images, where a down-sampling module and a
distillation-boost supervision strategy are used to simultaneously accelerate the inference procedure and maintain detection performance. The inputs of the proposed
ThumbDet are HR images, where HR denotes original large-scale images, and the detection procedure (i.e. inference process) is conducted on thumbnail low-resolution
images (i.e. LR images) generated by a down-sampling module. To further improve the detection performance on LR images, we propose a distillation-boost supervision
strategy in the ThumbDet framework. (A) Down-sampling module D is designed to learn a thumbnail image (4x down-sampling) from an original large-scale image by
optimizing a Moment-matching loss Lp,, which ensures the learned small-sized image looks realistic and contains discriminative properties. (B) The teacher model is a
well-trained Deformable-DETR network with original HR images, and the weights are frozen during the whole training process. In the distillation-boost supervision strategy,
large-scale images and thumbnail images are fed into ResNet50 to extract feature maps respectively, and we use Feature map KD loss Ly, to minimize the distance between
teacher and student feature maps. Moreover, different from other DETR-like detectors, in which the output of the decoder is sent to feed forward networks (FFNs) for direct
prediction, we propose a Query Filter algorithm to remove redundant queries before logit distillation for reducing computation and improving performance. (C) The student
model is the final inference model, which is the same as the teacher model except the input is thumbnail images. (D) Prediction heads contain a series of boxes and ground
truth predict logit. We use logit distillation £ to transfer knowledge from teacher to student via soft labels. ThumbDet is also optimized by the object detection loss L
which can refer to the paper [11] for more details. All components in ThumbDet are trained in an end-to-end manner.
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Moment-matching Loss ﬁmm

Fig. 3. The structure of the down-sampling module. The first layer is a 3 x 3
convolutional operation with stride 2. It maps the original large-scale images to
12-channel features for learning some hidden information. The second layer is sim-
ilar to the first layer except channels are set to 3 for reconstructing an RGB image.
Note that each convolutional layer is followed by a rectified linear unit (ReLU). The
original large-scale image is eventually turned into a 4x down-sampling thumbnail
image under the supervision of moment-matching loss Lmm.

attention modules in the Transformer encoder with multi-scale
deformable attention modules to accelerate model convergence.
Moreover, Deformable-DETR solves the problems of slow conver-
gence and poor performance on small objects in DETR, to this end,
we choose Deformable-DETR as our baseline detector in this paper.

3.3. Image Down-sampling module

Given a large-scale image, in the image down-sampling module,
our goal is to generate a thumbnail image (e.g. 4x down-sampling)
whose distribution is as close as possible to the distribution of the
original large-scale image. In principle, the architecture of a sin-
gle convolutional layer is sufficient for down-sampling described
by Eq (1). However, we experimentally found that such an archi-
tecture does not get satisfactory performance (see Section 4.3.2 for
analysis). The reason may be that the thumbnail image itself has
little information, and the feature extraction capability of a single
convolutional layer is too weak.

To obtain a better down-sampling result while not introducing
too much computation, as shown in Fig. 3, we design a down-
sampling module that only contains two convolutional layers, and
each layer is followed by a rectified linear unit (ReLU). In addition,

the pooling operation is discarded to preserve more discrimina-
tive properties in our down-sampling module. Specifically, the first
layer is a 3 x 3 convolutional operation with stride 2, and it maps
the large-scale image to 12-channel features for learning some hid-
den information. The second layer is similar to the first layer ex-
cept channels are set to 3 for reconstructing an RGB thumbnail
image. The process of generating a thumbnail image can be for-
mulated as follows:

y=D(x8) (4)

where D denotes the down-sampling module, x and y denote orig-
inal large-scale images and thumbnail images respectively, and § is
the parameters of the image down-sampling module.

As stated above, our motivation of designing the down-
sampling module is not only just for reducing the size of images,
but also we hope that thumbnail images should follow the same
distribution as the original large-scale images. Furthermore, the
generated thumbnail image should be machine vision oriented and
human visually pleasant. That is to say, the distribution of pixel
values in thumbnail images follows the same distribution with the
original images, and the information in each color channel keep
unchanged or aligned. Toward this end, a simple way to enforce
this purpose by minimizing the pixel-wise MSE loss, but it makes
thumbnail images look unpleasant and have more artifacts. In-
spired by [40], we adopt the moment-matching loss to optimize
our down-sampling module, and the moment-matching loss Lmm
can be defined as follows:

3
Lo =3 Y (1) — pODIE + Al 0x) ~o GIE]  (5)
i=1

where x and y denote original large-scale and thumbnail images, A
is a hyper-parameter to balance these two components, and w(-)
and o (-) compute the first and the second moment in each color
channel. This moment-matching loss can supervise the mean and
variance (i.e. roughly mimicking the distribution) of thumbnail im-
ages to be as close as possible to the mean and variance of the
original images.

We need to emphasize that this down-sampling module is
not trained independently with merely the moment-matching loss
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Lmm, but is instead plugged into the whole framework of Thumb-
Det. That is to say, the down-sampling module is trained together
with other losses of Deformable-DETR, which includes classifica-
tion loss and bounding box loss. These losses guide the down-
sampling module to generate small-sized images that look realistic
and contain discriminative properties, making it possible to replace
their original-size counterparts for reliable object detection. Note
that the down-sampling module trained in a supervised manner in
this paper can not only be used for generating small-sized images
for object detection, but also can be used in other high-level re-
lated tasks (e.g. key-point estimation, segmentation, etc. ) as well.

3.4. Distillation-boost Supervision Strategy

After using the down-sampling module, we can obtain a
thumbnail image from a large-scale image, and the thumbnail im-
age follows the style of the original image and looks realistic un-
der the supervision of Ly, loss. Although the thumbnail image can
replace a small-sized image by interpolation methods and feed it
into the encoder-decoder for subsequent object detection tasks, 4x
down-sampling operation still loses much high-frequency detail in-
formation for accurate detection. To further maintain the detec-
tion performance of thumbnail images as the original-size inputs,
we propose a distillation-boost supervision strategy to transfer key
knowledge information from original images to thumbnail images
via soft label supervision and feature map alignment. Specifically,
we use logit distillation £y, and feature map distillation L, on
the classification head and the output features of the ResNet50
backbone for knowledge distillation in our proposed strategy.

a) Logit distillation. The concept of logit distillation was first
proposed by Hinton et. al [16]. Following [16], the hyper-parameter
temperature 7 is introduced to soften the labels in our distillation-
boost supervision strategy. To shorten the distance between a
teacher prediction p' and a student prediction p*, KL-Divergence
is usually used and it can be formulated as:

c
¢

KL(p'llp®) = ) P 10g(%) (6)

i=1

where C denotes the classes in the dataset. In the logit distillation

loss L, the KL-Divergence between the classification outputs of

the teacher and student networks can be calculated by:
Les = KL(lOgS(f) S(*)) (7)

where S(-) denotes a softmax function, p° and p' denote the clas-
sification probability of the student and teacher model, and 7 de-
notes the hyper-parameter to soften the classification probability.

However, DETR-like methods predict a set of objects by learn-
able queries directly, and DETR-like logit distillation is different
from CNN-based methods. Specifically, the dimension of the CNN-
based logit is p € RB*C, while the dimension of the DETR-like logit
is p e RBXNxC where B, N, C denote the batch size, the number of
queries and the number of classes respectively. Usually, the num-
ber of ground-truth objects M « N, which means most of queries
are matched as the background by Hungarian bipartite matching. If
these useless queries participate in the calculation in the logit dis-
tillation, it will consume considerable computation. To this end, we
propose a Query Filter algorithm before logit distillation to elimi-
nate background and no-matching classes for reducing computa-
tion and further improving performance in our method.

As shown in Fig. 4, N learnable queries (e.g. N is set to 300
in Deformable-DETR) are transformed into an output embedding
by the teacher and student Transformer decoders respectively, and
then they are passed through a feed forward network to compute
the final prediction. As stated above, using all queries for distilla-
tion will increase the computation and disturb the logit distillation.
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In order to only distill the reliable logit of objects, we propose a
Query Filter algorithm (illustrated in the yellow area of Fig. 4) to
remove redundant queries, and the detailed procedure is summa-
rized in Algorithm 1. As shown in Algorithm 1, in Step 1, for all

Algorithm 1 Query Filter Algorithm. Selecting the prediction out-
puts when its class probability is greater than threshold. p* and p°
denote teacher and student prediction respectively. threshold is set
to 0.5, and Descending_Sort is a descending sort function.

Require: p' e REXN*C| ps ¢ RBXNxC| threshold
Step 1: obtain a binary keep matrix by threshold
pL,: = Descending_Sort(p), pt,,, € REXN*C
keep = pt,.[:, :, 0] > thresh, keep e RE*N type is bool
Step 2: remove redundant queries

pds—p N keep
pys = P* Nkeep
Ensure: pds pds

queries in teacher prediction pf, we use a descending sort function
to rank them in descending order according to their classification
probability. Then, the classification probability greater than a pre-
set threshold (i.e. 0.5) is set to True to obtain a binary keep matrix.
In Step 2, we use this binary keep matrix in teacher and student
predictions to remove the redundant queries. Finally, the remain-
ing p‘cls and pf,. are reserved as the final queries for calculating the
logit distillation loss.

b) Feature map distillation. Distilling feature maps from in-
termediate layers has been demonstrated to be effective in other
tasks [28,42], in this paper, we also use feature map distillation
to further improve the detection performance on thumbnail im-
ages. As shown in Fig. 2, we have the same backbone architecture
(e.g. ResNet50) in both teacher and student models, but the input
of the student model is the thumbnail image, which is 4x smaller
than the large-scale image in the teacher model. Thus, the dimen-
sion of feature maps between teacher and student models is dif-
ferent. To calculate the feature map distillation loss, generally an
operation f (e.g. de-convolution, interpolation) is used to reshape
the feature map of the student model to the same size as the fea-
ture of the teacher model. In this paper, we choose the linear in-
terpolation method to align the dimensions of teacher and student
feature maps.

Specifically, we employ ResNet50 as our backbone, and only
conv3_x, convd_x, conv5_x are used for feature map distillation and
other layers are frozen. Here, the feature map distillation Ly, can
be calculated by:

L C

H W
L = LcHwZZZZ(FIkz, fE D) (8)

I=1 k=1 i=1 j=1

where FT and FS denote the output feature maps from ResNet50
in the teacher and student models respectively. L denotes convo-
lutional layers of ResNet50, C, H, W represent the channel, height
and width of the feature map, and f denotes the feature alignment
operation.

Finally, we optimize the total loss of the distillation-boost su-
pervision strategy including logit distillation loss £, and feature
map distillation loss Ly, and the overall distillation loss Lip is
defined as:

Lxp = oLy + :Bﬁfm 9

where « and B are hyper-parameters to balance the different loss
terms.
To sum up, we train ThumbDet with the total loss as follows:

Leotal = ¥V Lmm + Lxp + Laer (10)
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Fig. 4. The structure of the logit distillation. The decoders of teacher and student networks are the standard Transformer structure, and FFNs contain three linear layers
with the ReLU activation function. The output logit of FFNs is p € RE*N*C e g. training Deformable-DETR detector on MS COCO dataset with batch size 2, p e R2x300x91,
p* and p' denote the classification probability of the student and teacher model respectively. The yellow box in this figure is a Query Filter algorithm to remove some
redundant queries before logit distillation. Finally, only reliable object queries are distilled by the logit distillation loss L. It should be noted that for clarity, the bounding
box prediction is omitted after FFNs. (For interpretation of the references to colour in this figure legend, the reader is referred to the web version of this article.)

where y is the weight of the moment-matching loss and Ly de-
notes the original object detection loss function in Deformable-
DETR.

3.5. Training strategy

For simple implementation and training stability, we divide
the whole training process of ThumbDet into two stages, and the
training strategy of ThumbDet is summarized in Algorithm 2. In

Algorithm 2 Training Strategy of ThumbDet. W; is the well-trained
parameters of the teacher model. Wy, Ws, W, denote trainable pa-
rameters of the down-sampling module, student model and object
detection respectively. All the trainable parameters are initialized
by random values.
Require: Wi, Wi, Ws, Wy, Linm, Lxp, Laer

Stage One: image down-sampling stage

W,/n <« argmin Lmm (Wn)

W,

m
Stage Two: prior information transfer stage
Wi We, We — argmin [ Lmm (Wi,) + Lip Ws, We) + Lget (W) |
Wi, W, W;, Wy
Ensure: W;, Wg, Wy

Algorithm 2, W; is the well-trained parameters of the teacher
model. W, Ws, W; denote the trainable parameters of down-
sampling module, student model and object detection respec-
tively. All the trainable parameters are initialized by random val-
ues in our method. In stage one, only the down-sampling mod-
ule is trained. We perform supervision pre-training by minimiz-
ing moment-matching loss £mm and obtain the parameters W,;.
Stage two is the prior information transform stage, where we in-
troduce a distillation-boost supervision strategy by minimizing the
KD loss Lxp and original object detection loss L4, in Deformable-
DETR to train a detector with Wi and W;. Note that in this
stage, the down-sampling module is also trained by the parame-
ters W,, from stage one. Eventually, ThumbDet obtains well-trained
parameters W, Wy and Wj to detect objects on thumbnails
images.

4. Experiments

In this section, we conduct experiments to validate our pro-
posed framework on MS COCO dataset [43]. First, we give a brief
introduction of the used dataset and implementation details. Then,
we show the main results of our method with 2x and 4x down-
sampling rates. Moreover, some ablation studies are conducted
to verify the effectiveness of each component in our ThumbDet
pipeline. Finally, we compare our proposed method with some
SOTA methods and show some qualitative results to further vali-
date our proposed method.

4.1. Dataset and implementation details

MS COCO dataset. MS COCO [43] is a popular and widely
used dataset in the task of object detection, which includes
80 categories taken in natural settings from daily life. There
are 80k/40k/5k images selected randomly for training, valida-
tion, and testing respectively in this dataset. Following previous
works [11,43], we use the union of 80k training images and a sub-
set of 35k validation images (i.e. trainval 135k) to train our model,
and use the remaining 5k validation images (i.e. minival) to evalu-
ate our proposed method. The performance of all experiments fol-
lows the standard COCO-style precision metrics, i.e. mAP(IoU range
of 0.5:0.95:0.05), AP5¢(IoU@0.5), AP;5(loU@0.75), APs(small-sized
object), APy (medium-sized object) and AP, (large-sized object) are
reported in our paper.

Implementation details. We use Deformable-DETR with
ResNet50 [44| as our baseline detector. AdamW is used as the
optimizer with a base learning rate of 2 x 104, and we decay
it by a weight of 0.1 every 40 epochs. The size of the original
large-scale image is (800, 1333), which denotes the short and
maximum long side of the images. In our proposed method,
the teacher is a well-trained model by using original large-scale
images, and the student network shares the same training setting
with the teacher except it uses 4x or 2x down-sampled input
images. In the down-sampling stage, the A in Eq (5) is set to 0.1
and the weight of moment-matching loss y is set to 1. In the
distillation-boost strategy, the temperature 7 is set to 1, and the
weight of logit distillation & and feature map distillation 8 in Eq
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Table 2
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Main Results of our proposed method with ResNet50 backbone on COCO val dataset. Deformable-DETR is our baseline detector, which is also our
teacher model trained on the original large-scale images. Bicubic denotes the low-resolution image is generated by the traditional bicubic interpolation
method. Ours denotes the proposed framework with a down-sampling module and a distillation-boost supervision strategy. Dow. rate denotes the
down-sampling rate. FPS (images/s, lower is better) and GFLOPs (larger is better) are computed on the first 100 images of COCO val dataset with an

RTX3090 GPU.

Method Dow. rate  mAP APsg AP7s5 APs APy AP, Params  FPS 1 rate  GFLOPs | rate
Deformable-DETR - 43.8 62.6 47.7 26.4 471 58.0 40M 1586 - 172.9 -
Bicubic 4x 29.1 45.4 30.4 9.0 29.5 48.0 40M 20.25  1.28x 13.25 13.05x
Ours 4% 323 49.6 339 10.7 33.7 53.5 40M 19.91 1.26x 13.36 12.94x
(+3.2)  (+4.2) (+35) (+1.7) (+4.2) (+5.5)
Deformable-DETR - 43.8 62.6 47.7 26.4 471 58.0 40M 15.86 - 172.9 -
Bicubic 2x 38.6 56.7 41.6 19.0 41.7 56.6 40M 19.57  1.23x 44.82 3.86x
Ours 2x 41.6 60.5 44.8 21.0 454 59.6 40M 19.40  1.22x 45.72 3.78x
(+3.0) (+3.8) (+3.2) (+2.0) (+3.7) (+3.0)

(9) are set to 0.5 and 0.1 respectively. Other parameters are the
same as Deformable-DETR. As stated in the training strategy, in
the first 5 epochs, only the down-sampling module is applied to
generate thumbnail images, and then it is trained with a detector
by knowledge distillation in the following training process. Our
method is implemented in PyTorch on 8 RTX6000 GPUs.

4.2. Main results

In order to verify the effectiveness of our ThumbDet for ob-
ject detection on low-resolution images, we perform object de-
tection on 2x or 4x down-sampled images generated by our im-
age down-sampling module. A comparison is performed between
our proposed method, the baseline (i.e. detecting on the original
large-scale images), and the baseline with bicubic down-sampling
method, and the results on COCO val set are shown in Table 2.
In our experiment, since both the teacher network (i.e. frozen
network) and the student network (i.e. inference network) are
Deformable-DETR with ResNet50 backbone, the parameters of all
models are 40M.

For 4x down-sampling rate, compared to the bicubic down-
sampling method, ThumbDet has an obvious advantage in perfor-
mance owing to its down-sampling module and distillation-boost
strategy. As shown in Table 2, ThumbDet brings a 3.2% mAP im-
provement (32.3% vs. 29.1%), where the most notable improve-
ments are on large-size objects (from 48.0% to 53.5%, +5.5%). More-
over, ThumbDet achieves a large margin improvement (from 29.5%
to 33.7%, +4.2%) on middle-size objects, and an impressive result
of 10.7% is obtained on small-sized objects, surpassing the bicubic
down-sampling method by 1.7% absolutely. The above comparison
clearly demonstrates the effectiveness of our proposed method on
very low-resolution object detection.

Moreover, to verify the efficiency of ThumbDet, we compute
the FPS (images/s) and GFLOPs on the first 100 images of COCO
val dataset with an RTX3090 GPU. From the last third and forth
columns of Table 2, we can see that the FPS of ThumbDet is
19.91 images/s, which is 1.26x faster than the baseline method
(15.86 images/s) trained with the original large-scale images. The
main reason is that ThumbDet conducts convolutional computa-
tion on the thumbnail image which only contains discriminative
properties, whereas the baseline detector (i.e. Deformable-DETR)
has to compute extra redundant information in the large-scale im-
ages. Meanwhile, as shown in the last two columns of Table 2,
we can see that GFLOPs, a metric of algorithm complexity, has
a sharp drop (from 172.9 to 13.36) when comparing our method
with the baseline [11], which means the complexity of our Thumb-
Det is reduced by a factor of 12.94x. Although the inference speed
and algorithm complexity of our ThumbDet are comparable to the
bicubic down-sampling method (19.91 images/s vs. 20.25 images/s,
13.36 GFLOPs vs. 13.25 GFLOPs, where the slight increments come

from two convolutional layers in our down-sampling module), our
method has a better detection performance than the bicubic down-
sampling method. In summary, our proposed method not only re-
duces the model computation but also maintains a satisfactory de-
tection performance.

For 2x down-sampling rate, following [40], the structure of the
2x down-sampling module also contains 2 convolutional layers,
and each convolutional layer has a 5 x 5 convolution kernel fol-
lowed by a ReLU operation. The numbers of convolution kernel in
the first layer and the second layer are 12 and 3 respectively. As
shown in Table 2, ThumbDet outperforms the traditional bicubic
method by 3.0% in terms of mAP (from 38.6% to 41.6%). Further-
more, our method has approximately the same inference speed
and algorithm complexity as the bicubic method (19.40 images/s
vs. 19.57 images/s, 45.72 GFLOPs vs. 44.82 GFLOPs). Moreover, com-
pared to the baseline detector (i.e. Deformable-DETR) trained with
the original large-scale images, although we use 2x down-sampled
images as inputs, we can still achieve competitive results (41.6%
vs. 43.8%). To sum up, ThumbDet achieves a 1.22x improvement
in inference speed and a 3.78x reduction in algorithm complex-
ity while only dropping 2.2% in mAP performance compared to the
baseline detector with the original-size image, which further veri-
fies the effectiveness of our ThumbDet for object detection on low-
resolution images.

4.3. Ablation studies

In order to explore the effectiveness of each component in our
ThumbDet, we ablate each component individually and report the
detection performance on MS COCO [43] validation set. In this sec-
tion, for easy implementation and fair comparison, we use a train-
ing schedule of 50 epochs with a learning rate dropped by a factor
of 10 after 40 epochs in all experiments.

4.3.1. Effectiveness of each component

In this paper, we propose a down-sampling module and a
distillation-boost supervision strategy to accelerate network train-
ing and maintain detection performance. Here, we conduct some
experiments to investigate the effects of each component.

Down-sampling module. To verify the effectiveness of our
down-sampling module, we conduct an ablation experiment by
replacing the bicubic down-sampling method with our down-
sampling module, and then perform object detection on the gen-
erated low-resolution images. As shown in Table 3, the first row
denotes that the bicubic down-sampling method is used to obtain
low-resolution images for object detection, and the second row de-
notes using thumbnail images learned by our down-sampling mod-
ule as the input of the detection network. From Table 3, we can
see that the down-sampling module gains 1.6% mAP improvement
(from 29.1% to 30.7%) compared to the bicubic down-sampling
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Table 3

Ablation study of each component in ThumbDet. Ly, Lqs and L, de-
note the loss of down-sampling module, logit distillation and feature map
distillation respectively. The first row is the detection performance us-
ing the bicubic method to obtain low-resolution images. The second row
uses thumbnail images generated by our down-sampling module as in-
puts for object detection. The third row only uses logit distillation, and
the last row further includes feature map distillation for object detection
on Thumbnail images.

Lwm Las Lgm MAP  APsy  AP;s  APs APy AP,

- - 29.1 45.4 304 9.0 295 48.0
30.7 474 322 104 314 50.7

v

v v 309 476 326 99 320 518
v v v 312 484 326 938 320 525
Table 4

Comparison of different Layers in the Down-sampling Module.
In order to avoid the influence of other factors, here, a distillation-
boost strategy is not used in this experiment. A" denotes the num-
ber of layers. The single convolutional layer in the first row is 4
strides with a 5 x 5 convolution kernel. The second row is the set-
ting of our down-sampling module and the details are described
in Section 3.3. The third row is the 5 convolutional layers with
kernels set to 7x7, 5x5, 3x3, 1x1 and 1 x 1 respectively.
FPS (images/s) is computed on the first 100 images of COCO val
dataset with an RTX3090 GPU.

N  mAP AP, AP;s AP APy AP, FPS

1 10.9 16.6 115 1.7 9.4 214 2026
2 307 474 322 104 314 507 19.95
5 26.7 42.6 27.7 8.4 26.7 4441 12.61

method. The reason is that our down-sampling module is trained
in a supervised manner, and the generated low-resolution image
contains discriminative properties, which are machine vision ori-
ented and good for object detection.

Distillation-boost supervision strategy. To further verify the
effectiveness of distillation-boost supervision strategy in maintain-
ing the detection performance of low-resolution images, we con-
duct an ablation study with/without the distillation-boost supervi-
sion strategy. As shown in Table 3, the last two rows are the per-
formance of adding the distillation-boost supervision strategy on
the basis of the down-sampling module. Here, we explore logit dis-
tillation and feature map distillation separately. Specifically, in the
third row in Table 3, compared to only using the down-sampling
module, logit distillation brings +0.2% mAP improvement (from
30.7% to 30.9%), where it achieves impressive performance on mid-
dle and large-size objects, i.e. APy and AP, improved by 0.6% and
1.1% in mAP respectively.

Moreover, when using both feature map distillation and logit
distillation, we found that the result can be further improved. As
shown in the last row of Table 3, after adding feature map dis-
tillation, the detection performance increases from 30.9% to 31.2%
(+0.3% in mAP). Based on this foundation, we can conclude that
knowledge distillation at the feature-map level is more efficient on
maintaining high-frequency detailed information than logit distil-
lation.

4.3.2. Analysis number of layers in the down-sampling module
Intuitively, in Eq (1), a simple single convolutional layer is suf-
ficient for generating 4x down-sampling thumbnail images. How-
ever, we experimentally found that such a structure does not get
satisfactory performance. We present the results of using differ-
ent layers in the down-sampling module, as shown in Table 4,
where the single convolutional layer in the first row is 4 strides
with a 5 x 5 convolution kernel, the second row is the setting of
our down-sampling module with 2 convolutional layers described
in Section 3.3, and the third row is 5 convolutional layers with
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kernels set to 7 x 7, 5x5,3x3,1x1, and 1 x 1 respectively. As
shown in Table 4, from the first row, we find that a simple single
convolutional layer gets poor performance, i.e. only 10.9% in mAP.
The reason is that the feature extraction capability of a single con-
volution layer is too weak, which can not learn the key information
for object detection on thumbnail images. However, the two layers
down-sampling module (in the second row) achieves a huge im-
provement, and it gets 30.7% in mAP surpassing the single layer by
19.8% absolutely. Meanwhile, the inference speed is comparable to
the single convolutional layer (19.95 images/s vs. 20.26 images/s).
The last row in Table 4 shows the performance of a 5 convolu-
tional layers down-sampling module, and we can see that its mAP
(26.7%) is lower than two layers down-sampling module (30.7%),
while it decreases the value of FPS from 19.95 images/s to 12.61
images/s. In order to balance the detection accuracy and inference
speed, we choose two layers in all our experiments.

We further analyze and discuss the influence of different con-
volution layers in the down-sampling module by visualizing the
down-sampled results as shown in Fig. 5, i.e. we visualize the im-
ages including original large-scale images, thumbnail images from
the single convolutional layer down-sampling module, 2 convo-
lutional layers down-sampling module and 5 convolutional layers
down-sampling module. From Fig. 5, we can see that the differ-
ence between (a) original large-scale images and (b) thumbnail im-
ages from the single layer down-sampling module is huge, i.e. the
color of (b) is mainly green and black, which cannot reflect the
pixel-level information of the original large-scale image and is not
good for machine vision (10.9% in mAP). For the thumbnail images
from the 2 layers down-sampling module (c), they have a simi-
lar distribution in each color channel to the original large-scale
images, which further proves that the moment-matching loss (in
Section 3.3) can supervise the mean and variance of thumbnail
images as close as possible to the mean and variance of original
images. Comparing the thumbnail images from the 2 layers down-
sampling module (c) with the thumbnail images from the 5 layers
down-sampling module (d), the pixel distribution of thumbnail im-
ages from 5 layers is unfriendly, i.e. missing some semantic infor-
mation for subsequent object detection tasks. We think this is the
reason why when using 2 convolutional layers, the performance of
the down-sampling module tends to be better than when using 5
convolutional layers (30.7% vs. 26.7% in mAP).

4.3.3. Effectiveness of two stage strategy

In our method, we design a two-stage strategy to train our
model. In the first stage, we only use the down-sampling mod-
ule to obtain a thumbnail image for fast convergence. In the sec-
ond stage, we perform knowledge distillation and object detec-
tion simultaneously. In this subsection, to validate the effective-
ness of two stage strategy, we conduct some ablation studies by
using different training strategies. As shown in Table 5, the first
row is the traditional bicubic method to generate low-resolution
images, i.e. no down-sampling module is applied during the whole
training process. The second row is the one-stage strategy, which
means the down-sampling and detection operations are trained si-
multaneously in the training process. We can see that the one-
stage strategy is worse than the traditional bicubic method (22.2%
vs. 29.1% in mAP). Actually, this is the main reason why we de-
sign a two-stage training strategy, i.e. separate the training of the
down-sampling module and other components in different stages.

In the initial two-stage strategy (Two-Stage w/o Dow.), we train
a down-sampling module to obtain thumbnail images separately
in the first stage, then the down-sampling module is frozen and
the learned thumbnail images are fed into the second stage to
perform object detection. The result is shown in the third row of
Table 5, surprisingly, the detection result (i.e. 18.1% in mAP) is even
worse than the one-stage strategy (i.e. 22.2% in mAP). Therefore,
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(a) Original large-scale images  (b) Thumbnail images from

1 layer down-sampling module 2 layers down-sampling module
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Fig. 5. Visualization of Thumbnail images from the down-sampling module by using different convolutional layers on MS COCO val dataset. The first column (a) shows
the original large-scale images. The last three columns (b), (c) and (d) are thumbnail images from the 1 layer down-sampling module, 2 layers down-sampling module and 5
layers down-sampling module respectively. Note that thumbnail images of the last three columns are zoomed in four times for looking clear and best seen on the computer.

Table 5

Effectiveness of the Two Stage Strategy. Bicubic denotes the traditional
bicubic method is used to generate low-resolution images, i.e. no down-
sampling module is applied during the whole training process. One-Stage
denotes the down-sampling module and detection operation are trained si-
multaneously in the whole training process. Two-Stage w/o Dow. denotes
that we train a down-sampling module to obtain thumbnail images in the
first stage separately, while this module is forbidden to use in the second
stage for object detection. Here, Dow. denotes the down-sampling module.
Two-Stage w/ Dow. is our final used training strategy, where the down-
sampling module is used in both of the first and second stages.

Strategy mAP  APs, AP;s  APs APy AP,
Bicubic 29.1 454 304 9.0 29.5 48.0
One-Stage 22.2 36.0 22.8 6.3 21.2 37.0
Two-Stage w/o Dow.  18.1 30.4 18.7 5.6 17.7  30.7
Two-Stage w/ Dow. 30.7 47.4 32.2 104 314 50.7

we have a question whether the down-sampling module is neces-
sary in the second stage. To this end, we further use the down-
sampling module in both the first and second stages (Two-Stage
w/ Dow.), as shown in the last row of Table 5, and our two-stage
strategy achieves the best performance (i.e. 30.7% mAP) on thumb-
nail images, outperforming other training strategies by a large mar-
gin. The above comparison demonstrates the effectiveness of our
proposed two-stage training stage, i.e. training the down-sampling
module for 5 epochs independently in the first stage and then
training all components in the second stage simultaneously.

4.3.4. Analysis of temperature T in logit distillation

In Eq (7), we use hyper-parameter 7 to soften the classifica-
tion probability in logit distillation, here we conduct some experi-
ments on 7 < 1 and 7 > 1 to study the influence of temperature 7
on COCO validation set. As shown in Table 6, when 7 = 1, we get
the best performance of 31.2% in mAP, surpassing 7 = 0.5 by 0.7%
absolutely (from 30.5% to 31.2%). However, as the temperature 7
increases, the performance of the student network get worse. For
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Table 6

Results of different Temperatures 7 in logit distillation.
Some cases of 7 <1 and 7 > 1 are used to study the in-
fluence of temperature 7.

7T  mAP APs; AP;s  APs APy AP,

05 305 470 321 101 312 512
1 312 484 326 98 320 525
15 270 425 282 81 211 459
2 271 423 281 85 271 455

example, compared with 7 = 1, the performance drops by 4.1% in
mAP when 7 =2 (from 31.2% to 27.1%). The above experimental
results indicate that the student model is sensitive to the hyper-
parameters 7, and we set 7 = 1 by default in this paper.

4.4. Comparison with state-of-the-art methods

To demonstrate the effectiveness of our method on low-
resolution object detection, we compare our proposed ThumbDet
with state-of-the-art low-resolution detectors RestoreDet [12] and
MSAD [45]. First, we compare our method with RestoreDet, which
captures the dynamic feature by learning the degradation equiv-
alent representation for detecting objects on low-resolution. The
main purpose of our paper is to detect objects on very low-
resolution (i.e. 4x down-sampling). However, to verify the effec-
tiveness of our ThumbDet, similar to [12], we also report our per-
formance with a 2x down-sampling rate. The structure of the 2x
down-sampling module is described in Section 4.2, i.e. contains 2
convolutional layers, and each convolutional layer with a 5 x 5 ker-
nel followed by a ReLU operation. The numbers of convolution ker-
nels in the first layer and the second layer are 12 and 3 respec-
tively. The comparison results are shown in Table 7, where the re-
sults of RestoreDet are directly taken from the published paper.

From Table 7, we can observe that the proposed ThumbDet
surpasses all settings of RestoreDet (i.e. both 4x and 2x down-
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Table 7
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Comparison of our proposed ThumbDet with state-of-the-art low resolution detectors. The detection results are reported on MS COCO [43] val dataset
with 4x and 2x down-sampling rates (Dow. rate). Df-DETR denotes Deformable-DETR [11]. A | (%) is the Accuracy Drop Rate (lower is better) which is
calculated by Eq (11), and A (larger is better) denotes the gap between Accuracy Drop Rate A | of the traditional bicuibic method, our proposed method
and RestoreDet. FPS (images/s, lower is better) and GFLOPs (larger is better) are computed on the first 100 images of COCO val dataset with an RTX3090

GPU.

Method Dow. rate Detector Degradition ~ mAP APs APy AP, Al (%) A(%) FPS 1 GFLOPs |
RestoreDet[12] 4x Bicubic 12.9 0.8 8.7 344 570 58.7 3.47
RestoreDet[12] 4x CenterNet  Learnable 143 (+14) 15 126 349 523 4.71 50.5 3.69
RestoreDet Teacher[12] - - 30.0 10.6 33.2 47.2 - 35.5 48.67
ThumbDet (Ours) 4x Bicubic 29.1 9.0 29.5 48.0 337 20.25 13.25
ThumbDet (Ours) 4x Df-DETR Learnable 323 (+3.2) 107 337 535 263 7.4 1 19.91 13.36
ThumbDet Teacher - - 43.8 264 471 580 - 18.56 172.9
RestoreDet[12] 2x Bicubic 19.5 53 201 333 350 49.2 12.65
RestoreDet[12] 2x CenterNet Learnable 21.5 (+2.0) 3.2 20.8 47.3 283 6.7 1 46.4 13.7
RestoreDet Teacher[12] - - 30.0 106 332 472 - 35.5 48.67
ThumbDet (Ours) 2x Bicubic 38.6 19.0 417 566 119 19.57  44.82
ThumbDet (Ours) 2x Df-DETR Learnable 41.6 (+3.0) 21.0 454 596 5.0 691 1940 4572
ThumbDet Teacher - - 43.8 264 471 580 - 18.56 1729

Table 8

Comparison of our proposed ThumbDet with the 2x down-scaled SOTA object detection method MSAD [45]. Dow. rate
denotes the down-sampling rate. Note that for the metric of Params and GFLOPs, lower is better, and for FPS, larger is

better.
Method Dow. rate  mAP  APs AP75 APg APy AP, Params | FPS 1 GFLOPs |
MSAD [45] 2x 416 599 449 228 448 57.0 68.6M 1416  57.09
ThumbDet (Ours)  2x 416 60.5 448 21.0 454 596 40M 19.40  45.72

sampling rates) on the COCO val dataset. To be specific, for 4x
down-sampling, we can see that RestoreDet achieves 14.3% detec-
tion performance, it improves 1.4% in mAP (12.9% mAP vs. 14.3%
mAP) compared to using traditional bicubic method to obtain low-
resolution images in the top of the Table 7. However, our Thumb-
Det obtains 32.3% in mAP, surpassing RestoreDet by a large mar-
gin, i.e. 18% absolutely in mAP (from 14.3% to 32.3%). Moreover,
we achieve a 3.2% mAP improvement (from 29.1% to 32.3%) when
compared with the bicubic method. For 2x down-sampling, com-
pared to the bicubic method, RestoreDet improves 2.0% in mAP
(19.5% mAP vs. 21.5% mAP), while our ThumbDet bring 3.0% mAP
improvement (from 38.6% to 41.6% in mAP). The above experiments
clearly demonstrate the effectiveness of our proposed object detec-
tion method on very low-resolution images.

Moreover, considering that RestoreDet uses CenterNet [46] as
the baseline detector, for fair comparison, we define A | (%) as the
Accuracy Drop Rate (lower is better) to compare our method with
RestoreDet, which can be calculated by:

A —-A
A \L: teacher student

1
Ateacher ( )

where Ageqcher denotes the performance of the teacher model, and
Agtudens denotes the performance of the corresponding student
model.

As shown in Table 7, for 4x down-sampling, the Accuracy
Drop Rate gap A (larger is better) between the traditional bicu-
bic method and RestoreDet is +4.7% (from 57.0% to 52.3%), but for
our proposed ThumbDet it is +7.4% (from 33.7% to 26.3%), which
means our method outperforms RestoreDet by 2.7%. For 2x down-
sampling, the Accuracy Drop Rate A | (lower is better) of Thumb-
Det is only 5.0% which is much lower than RestoreDet (28.3%),
which also clearly demonstrates the effectiveness of our method
on low-resolution object detection.

We also use FPS and GFLOPs in Table 7 to compare the compu-
tational time and complexity of our proposed method with other
low-resolution detectors. For both 2x and 4x down-sampling
rates, as shown in Table 7, ThumbDet is not better than Restore-
Det [12] on FPS and GFLOPs metrics, but we surpass Restore-
Det [12] on detection performance by a large margin, i.e. +18.0% in

1

mAP and +20.1% in mAP for 4x and 2x down-sampling rates re-
spectively. The reason is that RestoreDet [12] uses ResNet18 back-
bone and is a CNN-based anchor free object detection network,
which are different from our method (ResNet50 as the backbone
and Deformabe-DETR as the baseline detector), thus the metrics
of FPS and GFLOPs may not truly reflect the inference speed and
complexity of these two models. To prove our viewpoint, we per-
form an additional experiment by replacing ResNet18 in Restore-
Det [12] with Swin-Transformer, and the inference speed and com-
plexity of RestoreDet are decreased in both 4x and 2x down-
sampling rates. Specifically, for 4x down-sampling rate, FPS (larger
is better) decreases from 50.5 images/s to 33.4 images/s, and
GFLOPs (lower is better) increases from 3.69 to 8.53. For 2x down-
sampling rate, FPS decreases from 46.4 images/s to 31.5 images/s,
and GFLOPs increases from 13.70 to 31.7. By replacing ResNet18 in
RestoreDet with the complex Swin-Transformer, the gap of FPS and
GFLOPs between ThumbDet and RestoreDet is further narrowed,
and we believe applying our ThumbDet to some light backbones
and faster detectors can also get higher FPS and lower GFLOPs.
Note that under the same conditions, as shown in Table 2, our pro-
posed method has a huge improvement on FPS and GFLOPs, which
undoubtedly proves the correctness of our motivation, i.e. reduc-
ing the computation of deep networks by obtaining a thumbnail
image.

To further validate the effectiveness of our ThumbDet, we also
compare our proposed method with MSAD [45], which is a SOTA
object detection method for 2x down-scaled images. As shown in
Table 8, our method achieves a comparable result in overall mAP
and AP;5 with MSAD (41.6% vs. 41.6%, 44.8% vs. 44.9% respectively),
while it obtains a +0.6% improvement in APsq (from 59.9% to
60.5%). Moreover, compared to MSAD, ThumbDet achieves a large
margin improvement (from 57.0% to 59.6%, +2.6% in mAP) on the
large-scale image set, and an improvement of 0.6% in mAP on the
middle-scale image set (from 44.8% to 45.4% in mAP). However, our
method does not perform well on the small-scale set (21.0% (ours)
vs. 22.8% (MSAD)), and the main reason is that our method is a
DETR-like architecture, which has a weak detection ability on the
small-scale image set. As mentioned earlier, our ThumbDet focuses
on detecting objects on very low-resolution images (i.e. 4x down-
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Fig. 6. Examples of object detection results on MS COCO val dataset. The four columns are the thumbnail images, object detection results on thumbnail images and
bicubic images that are zoomed in four times for clarity, and Deformable-DETR object detection results on original large-scale images, respectively. For each row of pictures,
(a)/(b) are the detected large-scale objects, and (c)/(d) are some middle and small cases detected by different methods. We also show the missed cases in picture (e), and
even failed examples in picture (f). Best seen on computer, in color and zoomed in.

sampling), however MSAD is a well-designed method for object Furthermore, we also provide a more accurate comparison
detection only in 2x down-sampling rate. Even under this unfair of the computational time and complexity of ThumbDet with
condition, our proposed ThumbDet can still achieve comparable or MSAD [45], i.e. Params (parameters), FPS and GFLOPs. As shown in
better performance, which demonstrates the robustness and gen- Table 8, we can get the following conclusion. (1) For the metric of
eralization of our ThumbDet for low-resolution object detection. Params and GFLOPs (both of them, lower is better), which can re-
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flect the size of the model and the complexity of the algorithm, our
method has lower parameters (40M vs. 68.6M) and GFLOPs (45.72
vs. 57.09). It means that ThumbDet is lightweight and easy to de-
ploy in real-world applications with limited computing resources.
(2) We can see that the FPS (larger is better) of ThumbDet is 19.40
images/s, which is 1.37x faster than MSAD (14.16 images/s). These
conclusions further demonstrate the efficiency of our ThumbDet in
low-resolution object detection.

4.5. Visualization results of ThumbDet

We show some visualization results on MS COCO val
dataset [43] in Fig. 6. As shown in Fig. 6, the first column shows
thumbnail images generated from our method. In order to look
clarity, we zoom in them to be as large as the original large-scale
image as shown in the second column. The third column shows
the results of the bicubic method and zoomed in as original large-
scale images. The last column shows the detection results on orig-
inal large-scale images by Deformable-DETR.

From pictures (a)-(d), we can see that our ThumbDet achieves
competitive results with Deformable-DETR, and all objects can be
detected accurately, while the bicubic method fails in some cases.
From these visualization results, we can conclude that although
the thumbnail images are different from original images in colors
and lightness, we think these thumbnail images are more machine
vision oriented rather than human visual effect and they already
contain discriminative properties for easier object detection. More-
over, we also show some failure cases, where missing detection is
the main problem of low-resolution object detection. For exam-
ple, in picture (e), although ThumbDet detects the presence of a
chair, it misses the bed target object. The situation becomes even
worse when the object and background are very similar, as shown
in picture (f), and our method fails to detect the presence of ze-
bras. These failed results indicate that more progress is needed to
further improve the performance on low-resolution images.

5. Conclusion and future work

In this paper, we propose a novel framework, ThumbDet, to
boost the performance of object detection on very low-resolution
images. To overcome the problem that images small-scaled by tra-
ditional interpolation methods hurt the detection performance dra-
matically, a down-sampling module is proposed to learn thumb-
nail images under the supervision of image down-scaling, knowl-
edge distillation, and object detection losses, and then the obtained
thumbnail images look realistic and contain discriminative proper-
ties are used to replace their original-size counterparts for reliable
object detection. To further maintain the detection performance
of low-resolution images as the original-size inputs, a distillation-
boost strategy is introduced in our framework, where logit distil-
lation and feature map distillation are used to transfer the knowl-
edge from the teacher network to the student network. Based on
the proposed method, we can achieve satisfactory detection per-
formance while drastically reducing computation and memory re-
quirements when using very low-resolution images (i.e. 4x down-
sampling) as inputs. However, we still cannot solve some extremely
hard thumbnail images, e.g. some objects are very similar to the
background. We plan to use contrastive learning on thumbnail im-
ages and original images to learn robust features for detecting
those failure cases in the future.

However, object detection on low-resolution images is still a
challenging task, especially for the problem of missing detection.
In the future, we plan to design more effective methods to learn
the stronger feature maps of small-scale images for achieving sat-
isfactory performance while maintaining a low computational cost.
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We will also extend our method to low-quality (e.g. dark or blur
environment) object detection.
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